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Benefits
Implementation completed 
in less than one week 
Fast implementation of 
an agentic investigation 
capability within the SOC 
workflow.

Significantly faster 
response times 
Average mean time to 
respond (MTTR) was 
reduced by approximately 
62.5% from 16 minutes to 6 
minutes.

100% escalation 
consistency  
Investigations and 
escalation reports now 
follow a consistent structure 
and level of detail across 
cases.

Improved explainability 
and transparency 
Investigation steps and 
conclusions are clearly 
documented, allowing 
analysts to review and 
validate the agent’s 
reasoning.

High investigation 
accuracy  
Over a 90-day period, the 
deployment recorded zero 
hallucinations and no false 
negatives, with QA reviews 
confirming accuracy. 

Client background
The client is a large global services organization operating a 
complex managed services environment. As part of its security 
operations strategy, the company relies on CyberProof to provide 
Managed Extended Detection and Response (MXDR) services.

CyberProof operates the client’s security operations center 
(SOC), monitoring alerts and investigating potential security 
incidents across the client’s environment. The SOC handles a high 
volume of alerts and cases on a daily basis, requiring efficient 
investigation workflows and consistent escalation processes.

The client's environment includes Google Chronicle SIEM for log 
management and detection, CrowdStrike for endpoint detection 
and response, Microsoft Entra for identity management, and 
Google SecOps SOAR.

Client challenge
The client’s SOC environment generated over 2,000 alerts each 
month, requiring investigation by analysts. While the SOC team 
was experienced and capable, the manual investigation process 
created operational challenges around response time and 
consistency.

Key challenges included:

    High alert volumes requiring investigation  
The SOC processed 2,000 alerts and cases each month, 
creating pressure to investigate incidents quickly while 
maintaining investigation quality.

    Lengthy investigation and response times  
The manual process required analysts to gather data 
and perform investigation steps after each alert arrived, 
increasing the average time required to respond to cases.

    Inconsistent escalation details  
Different analysts sometimes provided varying levels of 
detail or inconsistent recommendations when escalating 
similar cases to the client, leading to contradictions in how 
incidents were documented and communicated.

The client wanted to reduce investigation time while ensuring 
that escalations to the client followed a more consistent process.

              The introduction of agentic investigation has significantly improved the speed 
and consistency of our security operations. Investigations are completed faster, and 
the information we receive is structured and consistent across cases. At the same time, 
CyberProof maintains human oversight to ensure every escalation is accurate and actionable. 

— Security Leader, Global IT Services Organization
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The solution 
To address these challenges, CyberProof implemented 
an agentic investigation capability within the SOC 
investigation workflow. The investigation agent 
collaborates with multiple CyberProof and third-
party agents to provide a threat-led, end-to-end, 
continuously optimized agentic SOC solution that is 
tailored to each client's specific needs, objectives and 
constraints.

CyberProof uses a best-of-breed agent ecosystem, 
combining hyperscaler-native agents, innovative 
startup capabilities, and internally developed 
agents where there is a clear customer need. The 
agentic investigation capability is built on the Azure 
AI Framework, orchestrating leading LLMs from 
Anthropic, OpenAI, and open-source providers. 
Langfuse provided agent observability and LLM 
monitoring. This agent deployment integrates directly 
with the client's Google SOAR platform, enabling 
seamless handoff between automated investigation 
and analyst-driven response workflows.

The architecture is designed for continuous testing, 
comparison, and evolution so customers can benefit as 
agentic AI advances, without being locked into a single 
vendor roadmap. This flexible model supports agentic 
use cases across the security lifecycle, including MDR/
XDR, threat intelligence, threat hunting, detection 
engineering, Vulnerability Management, GRC, estate 
management, and Cloud Threat Detection & Response.

With agentic investigation, the investigation process 
is executed by an AI agent before the case is presented 

to a CyberProof analyst. Instead of analysts beginning 
their investigation when an alert arrives, the agent 
automatically performs the actions required to 
investigate the alert, retrieves relevant data, and 
processes the results.

Once these steps are completed, the case and the 
investigation results are presented to the analyst. The 
analyst reviews the findings and determines whether 
escalation or incident response actions are required.

Any case that requires escalation to the customer 
is still verified by a human analyst before it is 
communicated (“Human-In-The-Loop”), ensuring that 
the final decision and escalation remain under human 
oversight.

Implementation of the agentic investigation capability 
was completed in less than one week and was fully 
transparent to the customer.

To ensure accuracy and reliability, CyberProof also 
maintained existing SOC quality assurance processes. 
A percentage of closed cases are periodically reviewed 
by analysts as part of the QA process, verifying that 
investigations and playbooks are functioning correctly 
and that the agent’s decisions remain accurate.

In addition, cases that are initially closed can be 
reopened if new data becomes available. The system 
can automatically reopen these cases, allowing the 
investigation to continue when additional evidence 
emerges.
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About CyberProof

CyberProof, a UST company, delivers better security operations and drives superior experiences for 
enterprise customers. Our cloud-first, AI-powered approach to security delivers industry-leading 
services to drive real business results. We believe that working closely with our customers and 
partners through a ‘better security, together’ services model jointly empowers us to defend against 
the greatest of threats. See: www.cyberproof.com. 

Barcelona | California | London | Singapore | Tel Aviv | Trivandrum

© 2026 CyberProof Inc. All Rights Reserved.

http://www.cyberproof.com

